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Abstract

Inflation forecasting remains a central challenge for monetary authorities, partic-
ularly in emerging economies where external shocks, climatic variability, and struc-
tural rigidities complicate price dynamics. This study applies advanced machine
learning techniques to improve short-term inflation forecasting in Sri Lanka, ex-
tending the growing literature on machine learning techniques to a developing econ-
omy context. Using monthly data from January 2014 to June 2025, four machine
learning models, namely LASSO, Elastic Net, Random Forest, and XGBoost, are
evaluated alongside two benchmark models: a Random Walk and an AutoRegressive
specification. The analysis covers headline, core, and food inflation at forecasting
horizons of one, three, and six months. Results indicate that machine learning mod-
els consistently outperform traditional benchmarks, with tree-based models showing
superior performance at longer horizons and linear regularization methods excelling
in near-term forecasts. These findings highlight the importance of incorporating a
diverse set of economic, financial, and climatic predictors in modeling Sri Lanka’s in-
flation dynamics. The study demonstrates that machine learning-based approaches
can substantially enhance the precision and timeliness of inflation forecasts, offering

valuable insights for data-driven monetary policy formulation.
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1 Introduction

Accurate short-term inflation forecasts are critical for effective monetary policy, particu-
larly in small, open economies like Sri Lanka that are exposed to external shocks, climatic
variability, and supply chain disruptions. Traditional econometric models have struggled
to consistently capture turning points in inflation, often underestimating the role of non-
linear drivers such as weather shocks, import price volatility, and global supply chain
pressures. The challenge of inflation forecasting is not unique to the Central Bank of Sri
Lanka. Many central banks worldwide were surprised by the sharp acceleration of infla-
tion in 2021-2022, uncertain about the true size of the output gap amid unprecedented

fiscal stimulus and unaware of the steepening of the Phillips curve.

The pandemic fundamentally altered price dynamics in ways not captured by prevailing
macroeconomic models. The persistence of supply chain constraints and shifts in house-
hold consumption patterns were largely unanticipated, leading to forecast errors even in
advanced economies. Hobijn et al. (2023) document a notable steepening of the Phillips
curve since 2021 after a decade of apparent flatness. Meanwhile, Japan’s long experi-
ence with disinflation highlights the difficulty of forecasting structural turning points in
inflation (Liu, Pan, and Xu 2024). Traditional econometric models, by assuming fixed
functional forms or linear relationships between variables, often fail to adapt when struc-

tural breaks occur or when new determinants of inflation emerge (Breiman [2001b)).

Machine learning techniques provide a promising alternative by letting the data reveal
the functional relationships rather than imposing them ex ante. Machine learning algo-
rithms optimize predictive performance through iterative training and validation, flex-
ibly capturing nonlinearities, interactions, and high-dimensional feature spaces. While
some economists critique that machine learning models have limited explanatory power,
the growing complexity of economic data underscores the value of these data-driven ap-

proaches.

Machine learning models enjoy three advantages over conventional forecasting frame-
works. First, they can incorporate a wider range of variables and nonlinear dynamics
using regularization or ensemble learning. This allows the detection of new inflation
drivers such as energy prices, remittance flows, and climate shocks (Kohlscheen 2022).
Second, machine learning models focus explicitly on minimizing forecast errors rather
than estimating structural parameters. Third, their flexible architecture allows continu-

ous re-training on new data, ensuring adaptability to evolving economic conditions.

This study applies machine learning methods to improve Sri Lanka’s short-term inflation
forecasting. Building on the prior studies done, which were focused largely on developed

economies, it extends the approach to a developing South Asian economy that has recently



experienced extreme price volatility. The analysis considers headline, food, and core
inflation and employs one-, three-, and six-month forecasting horizons. Four machine
learning algorithms, namely LASSO, Elastic Net, Random Forest, and XGBoost, are
compared against two benchmark univariate models that are known for their robustness

and simplicity.

As one of the first applications of machine learning techniques to inflation forecasting in
Sri Lanka, this paper makes several notable contributions. First, it adapts an advanced
machine learning-based inflation forecasting framework to the Sri Lankan context. Sec-
ond, it enriches the predictor set with variables tailored to Sri Lanka’s inflation drivers,
covering economic indicators related to monetary, real, and external sector developments,
as well as several climatic indicators. Third, it conducts a systematic evaluation of model

performance, examining predictive accuracy through standard forecast accuracy metrics.

The results reveal that machine learning methods significantly improve short-term in-
flation forecasting performance in Sri Lanka relative to conventional benchmarks. The
models capture the effects of multiple inflation drivers, including external price shocks,
domestic demand, monetary aggregates, and climatic factors, more effectively than tra-
ditional approaches. While Random Forest and XGBoost models perform best at longer
horizons, the linear regularization models (LASSO and Elastic Net) exhibit superior ac-
curacy at shorter horizons, suggesting that both nonlinear and linear structures play
important roles across different timeframes. Overall, the findings confirm that data-
driven learning algorithms provide a more adaptive and comprehensive understanding
of Sri Lanka’s inflation dynamics, offering substantial gains in predictive accuracy and

policy relevance.

The rest of the paper is organized as follows. Section II reviews the related literature.
Section III outlines the machine learning techniques and empirical methodology. Sec-
tion IV discusses the chosen predictor variables based on the recent inflation trends in
Sri Lanka. Section V presents model performance and forecast results. Section VI pro-
vides robustness checks, and Section VII concludes with policy implications for inflation

targeting and data-driven monetary policy in Sri Lanka.

2 Related Literature

Forecasting inflation has long been a central challenge in macroeconomics and monetary
policy. Early approaches focused on autoregressive and Phillips curve-based models, link-
ing inflation to output gaps and expectations. With globalization, external factors such
as commodity prices, exchange rates, and global financial conditions became increas-

ingly relevant (Stock and Watson 1999; Faust and Wright 2013)). For emerging markets,



forecasting is complicated by factors such as structural breaks, fiscal dominance, sup-
ply shocks, and heightened geopolitical and trade uncertainties, which together increase

economic volatility and policy challenges.

More recent contributions emphasize machine learning as a complementary tool for
macroeconomic forecasting. Masini, Medeiros, and Mendes (2023) surveyed evidence
showing that both linear and non-linear machine learning models often deliver more accu-
rate forecasts than traditional economic or econometric approaches. Babii, Ghysels, and
Striaukas (2022) introduced a sparse-group LASSO estimator, which demonstrated supe-
rior nowcasting performance for GDP growth in the U.S. compared to other benchmarks,
including the New York Fed nowcast. Building on this work, Beyhum and Striaukas
(2023) found that a factor-augmented sparse-group LASSO MIDAS (sg-LASSO-MIDAS)
regression further enhanced nowcasting accuracy during the COVID-19 period. Similarly,
Barhoumi et al. (2022)) developed machine learning-based nowcasting models for economic

activity, incorporating high-frequency indicators to complement traditional data inputs.

Regarding inflation forecasting, Kohlscheen (2022) reported strong results from regres-
sion tree models in predicting inflation across 20 advanced economies between 2000 and
2021, achieving a significant reduction in RMSE relative to naive autoregressive models
and emphasizing the importance of inflation expectations. Liu, Yang, and Zhao (2022)
observed that linear machine learning models outperformed non-linear ones in some coun-
tries, while the reverse was true in others, highlighting the heterogeneous performance
of machine learning methods across contexts. Medeiros and Mendes (2016) applied the
adaptive LASSO (adaLASSO) technique to U.S. inflation forecasting, demonstrating that
it outperforms traditional linear autoregressive and factor models. Garcia, Medeiros, and
Vasconcelos (2017) showed that high-dimensional econometric approaches, such as shrink-
age methods and complete subset regression (CSR), performed exceptionally well for
real-time inflation forecasting in Brazil’s data-rich environment. Liu, Pan, and Xu (2024]))
demonstrate that machine learning methods, particularly LASSO and random forests,
enhance core inflation forecasting for Japan by capturing complex variable relationships
and improving accuracy across diverse economies compared to traditional econometric

models.

In the Sri Lankan context, a number of studies have examined the determinants of infla-
tion (e.g., Ratnasiri (2011), Jayawardana and Jayasinghe (2016), De Alwis and Dewasiri
(2021)). Additionally, several studies have focused on forecasting inflation using conven-
tional econometric techniques (e.g., Liyanage |2024)). However, the application of machine
learning methods to inflation forecasting in Sri Lanka remains limited. Bandara and De
Mel (2024) evaluated four supervised machine learning models, namely LASSO, Bayesian

Ridge Regression, Support Vector Machines, and Random Forests, on Sri Lanka’s infla-



tion data from 1988 to 2021, finding that Support Vector Machine Regression with walk-
forward validation provided the most accurate forecasts of monthly inflation. However,
the approach used by Bandara and De Mel (2024) is essentially univariate, relying on his-
torical inflation data with its own time-lagged values as predictors without incorporating
other economic factors. The lack of a broader economic context limits insights into infla-
tion drivers, which can reduce policymakers’ understanding and the model’s robustness
under volatile conditions. Consequently, there is substantial scope for future research
to develop more comprehensive machine learning models incorporating multivariate eco-
nomic indicators, enhancing forecasting accuracy and policy relevance. This paper thus
fills an important research gap by addressing these limitations and advancing inflation

forecasting capability for Sri Lanka.

3 Methodology

This study employs a combination of linear and nonlinear machine learning algorithms
to forecast inflation in Sri Lanka. Specifically, two linear regularization-based models,
namely Least Absolute Shrinkage and Selection Operator (LASSO) and Elastic Net, are
used alongside two nonlinear, tree-based ensemble models, namely Random Forest and
Extreme Gradient Boosting (XGBoost). The linear models serve to identify key predictors
and capture stable linear relationships while mitigating overfitting through penalization.
The tree-based models, in contrast, flexibly model nonlinear interactions, hierarchical
relationships, and threshold effects that may characterize inflation dynamics in a complex,

shock-prone economy.

The forecasting framework follows a supervised learning setup, where future inflation is

modeled as a function of current and lagged economic indicators. Formally,
7Tt+h:Fh(xt)+ut+hu h:173767 tzlavT (1)

where 7, denotes the inflation rate h months ahead (headline, food, or core inflation),
and z; = (x4, X, ..., Tn)" represents an n-dimensional vector of predictor variables
that may include lagged inflation values and a broad set of economic, financial, and
climatic indicators. The function F}(.) captures the mapping between predictors and
future inflation, which differs by forecasting horizon, while u;; is an idiosyncratic zero-

mean error term.

The corresponding forecast equation is expressed as:

7ATt+h|t = Fh,tth+1:t(xt)> (2)



where Fh,t—Rh—l—l:t(-) is the model trained using all information available up to period ¢,
over a window of size R, that expands over time. Direct forecasts are produced for each

horizon h without recursively projecting the predictor variables themselves.

Model training and hyperparameter optimization are performed via time series K-fold
cross-validation, which preserves the temporal order of observations to avoid information
leakage. For each machine learning model class, hyperparameters are tuned to minimize
the Root Mean Squared Error (RMSE) on validation folds.

Once optimal hyperparameters are determined, model performance is evaluated through
an expanding-window backtest covering 48 months. This covers the past episodes of
high inflation and deflation in Sri Lanka. For each horizon h € {1,3,6}, forecasts are
generated sequentially as new data become available, simulating a real-time forecasting
exercise. Predictive accuracy is assessed using standard forecast error measures, i.e.,
RMSE and Mean Absolute Percentage Error (MAPE), and compared against conven-

tional benchmarks: a Random Walk and an AutoRegressive model.

3.1 Machine Learning Techniques

This study employs four widely used machine learning methods, namely LASSO, Elastic
Net, Random Forest, and XGBoost, to model inflation dynamics. These approaches are
selected for their ability to handle high-dimensional data, capture complex relationships,
and improve out-of-sample predictive performance relative to traditional econometric
models. While the selected machine learning techniques are briefly discussed below, the

detailed formulations and theoretical backgrounds are provided in Appendix [A]

LASSO is a penalized linear regression method that performs simultaneous estimation
and variable selection through an L1 regularization term. By shrinking some coefficients
exactly to zero, it identifies a sparse set of relevant predictors. This property is particu-
larly useful in macroeconomic forecasting environments with many potentially collinear

indicators, as it enhances model interpretability and reduces overfitting.

Elastic Net extends LASSO by combining L1 and L2 penalties, allowing it to retain
groups of correlated predictors rather than selecting a single variable arbitrarily. This
is especially relevant in macroeconomic contexts where variables such as interest rates,
credit, and monetary aggregates tend to move together. As such, Elastic Net provides a

balance between sparsity and stability.

Random Forest is an ensemble tree-based method that constructs multiple decision

trees using bootstrapped samples and random subsets of predictors. By averaging across



trees, it reduces variance and improves predictive accuracy. Its ability to capture non-
linearities and interaction effects without requiring explicit model specification makes it

well-suited for inflation forecasting.

XGBoost is a gradient boosting algorithm that builds models sequentially by minimiz-
ing prediction errors of previous iterations while incorporating regularization to control
model complexity. It is particularly effective in capturing nonlinear relationships, inter-
action effects, and threshold dynamics in macroeconomic data, while maintaining strong

predictive performance.

3.2 Benchmarks

To evaluate the incremental predictive value of machine learning models, the study in-
cludes two traditional statistical benchmarks widely used in inflation forecasting research:
the Random Walk and the AutoRegressive models.

The Random Walk model, which is a naive benchmark, assumes that the best predictor of
future inflation is its most recently observed value, implying complete persistence. This

can be represented as:

ﬁt+h|t = T, (3)

where 7,1 p,); is the forecast for inflation » months ahead, and 7; is the current observed
inflation. This benchmark requires no estimation or parameters and serves as a naive

persistence model against which all other methods are compared.

The AutoRegressive (AR) model, which is a standard econometric benchmark for time-
series forecasting, extends this concept by estimating a linear relationship between current

inflation and its lagged values:
p
ur IOZ—FZ@M%—F&, (4)
i=1

where [3;s are parameters estimated using ordinary least squares. The AR model captures

short-term dynamics and mean reversion patterns but remains linear and univariate.

Together, these two benchmarks provide a conventional statistical reference, enabling
an objective assessment of whether the more complex machine learning models, such as
LASSO, Elastic Net, Random Forest, and XGBoost, deliver superior predictive perfor-

mance beyond historical persistence and autoregressive dynamics.



3.3 Implementation

The model implementation leveraged the Python ecosystem, primarily utilizing scikit-
learn (Pedregosa et al. [2011)) for the regularized linear models and Random Forest, and
the specialized XGBoost library (Chen and Guestrin 2016) for the gradient boosting
framework. To maintain the temporal integrity of the data, model validation was per-
formed using the TimeSeriesSplit method (with n_splits = 10). For LASSO and Elastic
Net, the built-in cross-validated functions (LassoCV and ElasticNetC'V') were employed
to automatically determine the optimal regularization parameter (A). Given the struc-
tural complexity of the tree models’ hyperparameter space, the study adopted the more
efficient Bayesian Optimization strategy. Specifically, the hyperparameters for the Ran-
dom Forest and XGBoost were tuned using BayesSearchCV (from skopt) in conjunction

with the TimeSeriesSplit scheme.

4 Data

The models are estimated using monthly data from January 2014 to June 2025, with

features tailored to Sri Lanka’s inflation dynamics.

4.1 Target Variables

This study considers three primary measures of price dynamics as target variables for
forecasting: Headline Inflation, Core Inflation, and Food Inflation. All measures are
calculated as Year-on-Year (YoY) percentage changes to capture persistent price trends,

excluding seasonal effects on prices.

The main focus of this research is headline inflation. As the comprehensive and official
measure of the overall cost of living, it holds significant weight in public expectations and
policy communication. Crucially, Sri Lanka’s inflation target is defined in terms of head-
line inflation as measured by the Colombo Consumer Price Index (CCPI). Consequently,
monetary policy deliberations at the Central Bank rely heavily on both short-term and

medium-term headline inflation forecasts for making proactive policy decisions.

However, the study focuses on core inflation as well to isolate underlying price pressures
by systematically excluding the most volatile components: Fresh Food and Energy prices.
This exclusion is particularly important in the Sri Lankan context, where inflation volatil-
ity is frequently exacerbated by sudden supply shocks and policy-driven administrative
price revisions such as recent electricity tariff hikes. By filtering out these transient ef-
fects and one-off shocks, core inflation provides a clearer, less noisy signal of underlying

demand-side inflation dynamics.



Finally, food inflation is also analyzed as a disaggregated component. Given the relatively
high weight of food in the consumer basket for Sri Lankan households, the accurate pre-
diction of this food inflation is a major policy concern due to its direct linkage to poverty,
household welfare, and food security. All in all, analyzing the predictive performance
across these three distinct inflation measures allows for a multifaceted evaluation of the

machine learning models.

4.2 Predictor Set (Features)

The robustness of short-term inflation forecasts hinges on a comprehensive and relevant
set of predictor variables (features). Drawing on both established economic theory and
the specific structural characteristics of the Sri Lankan economy, the analysis employs
a total of 14 key time series, which are categorized into four distinct groups: Domestic
Activity, Money and Credit, External or Global Factors, and Local Climatic Factors. A
list of predictor variables considered for the analysis along with their relevance to inflation

dynamics is summarized in Table

Following standard practice in machine learning for time series, all predictors are trans-
formed to their Year-on-Year percentage changes (except GSCPI and AWPR, which are
used in their original reported series) prior to the analysis. This transformation serves
two critical purposes: it ensures all variables share the same unit of measurement as the
target variable (inflation), and it helps address potential non-stationarity issues, which

are crucial for predictive modeling.

A key methodological consideration is the use of up to six lagged values for all predictors,
allowing the machine learning models to capture the typical information and transmission
lags inherent in the inflation process. Meanwhile, given that Real GDP is a quarterly
series, it has been converted to a monthly frequency using a time-series interpolation
method to align with the monthly frequency of the other predictors and the target infla-

tion series.

5 Results

This section presents the empirical findings of the short-term inflation forecasting exercise.
We begin by detailing the model performance metrics, comparing the predictive accuracy
of the machine learning algorithms against the established benchmark models across
the 1-, 3-, and 6-month horizons. Subsequently, we provide a visual analysis of the
projected vs. actual inflation outcomes. The results are structured into three distinct

parts, corresponding to the target variables: headline inflation, core inflation, and food



Table 1: Features Considered for Machine Learning Models

Category

Predictor (Feature)

Relevance to Inflation Dynamics

Domestic Activ-

ity

Real GDP

Foreign Remittances

Index of Industrial Pro-

duction (IIP)

Captures domestic demand and the
economy’s output gap (Phillips Curve
effect).

Measures a key component of the cur-
rent account and a source of domestic
demand.

Leading indicator of industrial activity,
reflecting supply-side capacity utiliza-
tion.

Money & Credit

Private Sector Credit

Broad Money (Myy,)

Average Weighted Prime

Rate (AWPR)

Proxy for domestic money creation and
aggregate demand pressures.

Directly reflects monetary conditions
and potential long-run inflationary
pressures.

Reflects the cost of borrowing and the
stance of domestic monetary policy.

External/Global Exchange Rate (LKR per Directly impacts import prices and
Factors USD) overall imported inflation, a major
driver in Sri Lanka.

Global Brent Crude Oil Proxy for global energy import costs,

Price influencing transport and production
costs.

Global Supply Chain Captures global logistical bottlenecks

Pressure Index (GSCPI) and supply chain costs that feed into
domestic prices.

FAO Food Price Index Critical indicator of global food price
trends, highly relevant for the domestic
food basket.

Producer Price Index Measure of production costs, serving as

(PPI) a leading indicator for future consumer
prices.

Local Climatic Anuradhapura District Captures weather conditions in a pri-
Factors Rainfall mary paddy cultivating area, directly
impacting domestic food supply.

Anuradhapura  District Influences crop yields and seasonal

Temperature agricultural output in dry-zone farming
areas.

Nuwara Eliya District Captures climatic conditions in the up-

Rainfall country agricultural belt, affecting veg-
etable and plantation crop supply.

Nuwara Eliya District Affects growing cycles, yields, and qual-

Temperature

ity of highland agricultural produce.

10
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Figure 1: Headline Inflation: RMSE for the Back-Testing Period

inflation, allowing for a comparative discussion of the predictive power across different

measures of price dynamics.

5.1 Estimates for Headline Inflation

The six models, including four machine learning models and two benchmark models, are
evaluated using the Root Mean Squared Errors (RMSE). The RMSE is calculated for
each forecasting horizon and for each model during the back-testing period (i.e., from
July 2021 to June 2024). The results are presented in Figure [I} (The Mean Absolute
Percentage Error (MAPE) of the models are tabulated in Appendix [B).

Among the six models evaluated, the two tree-based algorithms, namely Random Forest
and XGBoost, demonstrate the strongest forecasting performance for the 6-month-ahead
horizon, achieving the lowest RMSE during the back-testing period (see Figure [1). The
linear regularization models, LASSO and Elastic Net, yield slightly higher RMSE values
but still outperform both benchmark models, namely the Random Walk and the Au-
toRegressive model. For the 3-month-ahead forecasts, the ranking of model performance
changes. The linear machine learning models (LASSO and Elastic Net) outperform the
nonlinear, tree-based algorithms, suggesting that linear relationships dominate near-term
inflation dynamics. Overall, across all horizons, the machine learning-based methods col-
lectively achieve higher predictive accuracy than the benchmark models. Interestingly,
for the 1-month-ahead forecasts, the performance gap between the machine learning mod-
els and the benchmarks narrows considerably. This limited gain at short horizons likely
reflects the high persistence of headline inflation, where inflation in one month is a strong

predictor of inflation in the next. Consequently, simple models such as the Random

11
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Figure 2: Headline Inflation: Projected vs. Actual (percent)

Walk, which directly project the previous month’s inflation rate, can perform competi-
tively. Nonetheless, across most horizons and specifications, the machine learning models

consistently deliver more accurate and stable forecasts than the traditional benchmarks.

Figure [2 provides a comparative assessment of the out-of-sample forecast performance for
machine learning models against realized headline inflation from July 2021 to June 2025,
presenting realized inflation alongside 1-month, 3-month, and 6-month-ahead projections.
The LASSO and Elastic Net models demonstrated superior short-horizon accuracy, with
their 1-month and 3-month-ahead forecasts closely tracking the actual series, yet both
showed a marked deterioration in predictive accuracy at the 6-month horizon. Among
the tree-based models, XGBoost performed well by successfully anticipating the 2022
inflationary surge, though its predictions exhibited some volatility, while Random For-
est struggled significantly during this period, producing forecasts that were consistently
negatively biased with large deviations. Both tree-based models, however, performed

commendably in the post-2022 environment.

The features selected by the LASSO model for 1-month and 3-month-ahead inflation
forecasting highlight a strong dependence on a mix of cost-push factors, domestic activity,
and monetary variables. The model underscores the importance of the Producer Price

Index, which captures the immediate cost-of-production pass-through to consumer prices.

12
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Figure 3: Core Inflation: RMSE for the Back-Testing Period

External cost-push channels are emphasized by the inclusion of Exchange Rate and Crude
Oil Prices, reflecting the significant role of imported inflation. The sensitivity to global
supply shocks is captured by the FAO Food Price Index, a critical driver of the domestic
food basket. For domestic activity, the model prioritizes Real GDP, suggesting a sustained
output gap effect on inflation. Furthermore, Foreign Remittances contribute to aggregate
demand and liquidity, while the Index of Industrial Production provides a near-term proxy

for supply-side capacity.

The feature selection by the XGBoost model for 6-month-ahead inflation forecasting
highlights a strong and persistent emphasis on external factors and monetary conditions.
The model places exceptional importance on the FAO Food Price Index, incorporating
virtually all its recent lags, confirming the critical and sustained sensitivity of domestic
inflation to global food price shocks. Furthermore, imported inflation is captured via
various lags of the Exchange Rate and the Global Supply Chain Pressure Index. Monetary
and demand-side influences are represented by multiple distant lags of Broad Money and
several lags of Foreign Remittances, suggesting that monetary overhang and demand
shocks have a delayed impact on the price level. Notably, the model includes the local
climatic factor of Anuradhapura Rainfall, indicating a direct consideration of domestic

supply-side risks to food prices.

5.2 Estimates for Core Inflation

The six forecasting models are evaluated based on their RMSEs for core inflation as well.
The RMSE values are computed for each forecasting horizon over the back-testing period,

and the results are summarized in Figure

13
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Figure 4: Core Inflation: Projected vs. Actual (percent)

Among the machine learning models, the two linear regularization models (LASSO and
Elastic Net) deliver the best overall performance in forecasting core inflation, particularly
at the 1-month and 3-month horizons (see Figure [3). Their relatively low RMSE values
indicate that linear relationships capture much of the persistence and structure in core
price dynamics. The tree-based models (Random Forest and XGBoost) perform com-
petitively but slightly lag the linear models at shorter horizons. The gains in tree-based
models are most visible at 6-month ahead horizons. Moreover, at the 1-month horizon,
the differences in RMSE across models remain small due to the short-run stability of
core prices. Meanwhile, Figure [4] provides a comparative assessment of the out-of-sample
forecast performance for machine learning models against realized core inflation from

July 2021 to June 2025, presenting realized inflation alongside 1-month, 3-month, and
6-month-ahead projections.

5.3 Estimates for Food Inflation

The six forecasting models are evaluated based on their RMSEs for core inflation as well.
The RMSE values are computed for each forecasting horizon over the back-testing period,
and the results are summarized in Figure

For food inflation, the forecasting results show that the tree-based algorithms (Ran-

14
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Figure 5: Food Inflation: RMSE for the Back-Testing Period

dom Forest and XGBoost) outperform the other models at the six-month-ahead horizon,
achieving the lowest RMSE during the back-testing period (see Figure 4). The linear
models (LASSO and Elastic Net) also perform well, particularly at the three-month hori-
zon, though their accuracy diminishes at longer horizons, likely due to the nonlinear and
weather-related factors driving food prices. Machine-learning models, on average, pro-
vide clear improvements over the benchmark Random Walk and AutoRegressive models,
reflecting their advantage in capturing complex and seasonal patterns in food inflation.
However, even at very short horizons, model accuracies differ, suggesting that short-term

food price movements remain difficult to predict precisely.

Figure [6] provides a comparative assessment of the out-of-sample forecast performance
for machine learning models against realized food inflation from July 2021 to June 2025,
presenting realized inflation alongside 1-month, 3-month, and 6-month-ahead projections.
Results indicate that the tree-based models (e.g., XGBoost) significantly outperform
linear models at the 6-month horizon, reducing the forecast error drastically. This also
highlights the fact that food inflation could be driven by complex, non-linear factors such

as weather patterns and global commodity shocks.

6 Robustness Checks

To formally assess the predictive superiority of the machine learning models over the
simple benchmark, we conduct a robustness check using the Giacomini and Rossi (2010)
fluctuation test for conditional predictive ability. This test accounts for the potential
instability of forecast performance over time, providing a more rigorous assessment than
standard tests like the Diebold-Mariano test.
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Figure 6: Food Inflation: Projected vs. Actual (percent)

Figure [7] presents the test statistics for the Giacomini and Rossi’s fluctuation test across
key forecasting comparisons: LASSO vs. Random Walk for the 1-month and 3-month
horizons, and XGBoost vs. Random Walk for the 6-month horizon. The blue line depicts
a sequence of the test statistic, which is essentially the Diebold and Mariano test statistic
computed in a rolling window and rescaled by the standard deviation of the difference in
Mean Squared Forecast Errors (MSFEs) between the two models. The upper and lower
bounds of the shaded area represent the critical values of the test.

When the blue line (test statistic) exceeds the upper critical bound, it indicates that
the machine learning model’s MSFE is statistically significantly lower than the Random
Walk’s MSFE for that period. This pattern confirms that the LASSO and XGBoost model

provides reliable, statistically significant forecasting gains, especially during periods of
high inflation volatility.

7 Policy Implications and Conclusion

Machine learning-based forecasting offers several important lessons for monetary policy
design and implementation in Sri Lanka. First, the results clearly show that incorporat-
ing a broader and more diverse set of predictors, including domestic, external, financial,

and climatic indicators, substantially enhances forecast accuracy compared to traditional
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Figure 7: Test of Forecast Performance

Note: Giacomini and Rossi (2010) test rejects the null hypothesis of equal predictive ability
when the test statistic is outside the band lines.
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econometric benchmarks. This suggests that monetary policy decisions should increas-
ingly rely on information-rich models capable of capturing nonlinear and rapidly evolving

drivers of inflation, especially in an economy as open and shock-sensitive as Sri Lanka’s.

From a policy perspective, improved short-term forecasts can strengthen the Central
Bank’s ability to preempt inflationary pressures and adjust the policy stance in a timely
manner. Enhanced forecasting accuracy at the three- to six-month horizons is particularly
valuable for policy calibration, as it aligns closely with the initial transmission stages of
monetary policy actions. By improving the early detection of emerging inflation trends,
machine learning-based forecasts can also help mitigate procyclical policy responses and

reduce the likelihood of abrupt adjustments in interest rates.

From a communication standpoint, integrating machine learning-based projections with
traditional forecasting tools could enhance policy credibility. Transparent publication of
multiple forecast scenarios, combining model-driven projections with expert judgment,
would help anchor inflation expectations among market participants and the general

public, especially in periods of high uncertainty.

The inclusion of climate and global indicators among the most influential predictors
underscores the importance of cross-sectoral data integration in macroeconomic surveil-
lance. In Sri Lanka, where food price volatility and import dependency are key inflation
sources, linking monetary policy frameworks with climate and external sector monitoring

can significantly improve real-time risk assessment and inflation management.

Overall, this study demonstrates that machine learning models can serve as a valuable
complement, not a replacement, to traditional econometric approaches in central bank-
ing. Their adaptability, scalability, and ability to process high-dimensional information
make them particularly useful in emerging markets facing data volatility and structural
changes. Future work could explore hybrid or ensemble frameworks that combine linear
and nonlinear machine learning models, as well as the incorporation of high-frequency

and textual data for near real-time inflation nowcasting.
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Appendix A Details of Machine Learning Techniques

A.1 Least Absolute Shrinkage and Selection Operator (LASSO)

LASSO, introduced by Tibshirani (1996), is a linear regression method that enhances pre-
diction accuracy and interpretability by imposing an L.1 penalty on the coefficients. The
technique is particularly useful in high-dimensional macroeconomic forecasting, where
the number of predictors may exceed the available sample size or where multicollinearity

undermines ordinary least squares (OLS) estimation.

Formally, the LASSO solves the following optimization problem:

. 1 & P

8 =arg;mn{% > (i —X;6>2+AZ|@\}, (5)
i=1 j=1

where y; denotes the dependent variable, X; the vector of predictors, 5 the parameter

vector, p the number of predictors, and A a tuning parameter controlling the strength of

the penalty. The L1 penalty shrinks coefficients towards zero, and, unlike Ridge regression

(L2 penalty), it can set some coefficients exactly to zero, performing implicit variable

selection.

In the context of inflation forecasting, LASSO is valuable because it identifies the most
informative macroeconomic indicators while discarding noisy or redundant variables. This
sparsity improves forecast stability, reduces overfitting, and provides a transparent subset
of predictors or features especially attractive for policy institutions that require both

accuracy and interpretability.

A.2 Elastic Net

The Elastic Net, introduced by Zou and Hastie (2005), is a regularization method that
combines the strengths of both LASSO (L1 penalty) and Ridge Regression (L2 penalty).
While LASSO is effective for variable selection, it struggles when predictors are highly
correlated, often arbitrarily choosing one variable from a group. Ridge regression, by con-
trast, shrinks coefficients of correlated predictors together but does not perform variable
selection. The Elastic Net addresses these limitations by incorporating both penalties,

balancing sparsity and stability.

The Elastic Net solves the following optimization problem:

P P
B:argmin{% Z(yi—X£5>2+)\12‘5j|+>\2ZBJZ}; (6)

p i=1 j=1 j=1
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Here, A\ controls the LASSO penalty and A\ controls the Ridge penalty. When \; = 0,
the Elastic Net reduces to Ridge; when \s = 0, it reduces to LASSO.

In inflation forecasting, the Elastic Net is particularly useful when multiple macroeco-
nomic variables, such as credit, money supply, and interest rates, move together. By al-
lowing group selection of correlated predictors, it captures richer dynamics while avoiding

instability, offering an appealing balance between interpretability and predictive accuracy.

A.3 Random Forests

Random Forests, introduced by Breiman (2001a), are an ensemble learning technique
that improves prediction accuracy by combining multiple decision trees. Fach tree is
trained on a bootstrap sample of the dataset, and at each split, only a random subset of
predictors is considered. This dual randomization of data and features reduces variance
and prevents overfitting, making Random Forests highly robust in high-dimensional and

noisy settings such as macroeconomic forecasting.

Formally, for a regression task, the Random Forest prediction is an average over B trees:

fo) = 5 3 Tilw), (7

where T;,(z) denotes the prediction of the b decision tree. Each tree partitions the feature
space into regions and fits simple models (often means) within them. The aggregation

across trees stabilizes predictions, mitigating the instability of single decision trees.

In the context of inflation forecasting, Random Forests are particularly valuable because
they capture nonlinear interactions among predictors, such as the joint effects of exchange
rates, food prices, and rainfall, without requiring explicit functional form assumptions.
Moreover, feature importance metrics derived from Random Forests provide insights into
which variables contribute most to forecast accuracy, aiding both interpretability and

policy relevance.

A.4 Extreme Gradient Boosting (XGBoost)

Extreme Gradient Boosting (XGBoost), introduced by Chen and Guestrin (2016), is
an optimized implementation of gradient boosting that constructs predictive models by
sequentially adding weak learners, typically decision trees, to correct the residual errors
of prior trees. It combines the strengths of ensemble learning with efficient regularization,
scalability, and handling of missing data, making it one of the most powerful algorithms

for structured prediction problems such as inflation forecasting.
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Formally, XGBoost minimizes an objective function composed of a differentiable loss term

and a regularization term that penalizes model complexity:

n o t
Obj =Y 1 (y yf) +> Q(fi), (8)
i=1 k=1
where € (fr) is given by .
Qi) =T+ A w? )
j=1
and tree f;, contains T leaves with weights w;.

In the context of inflation forecasting, XGBoost effectively captures nonlinearities, thresh-
old effects, and interactions among predictors, such as exchange rate shocks, remittance
inflows, and climate anomalies. Its built-in regularization helps prevent overfitting, while
feature importance scores aid interpretability, allowing policymakers to identify key in-

flation drivers in real time.
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Appendix B Evaluation of Model Performance

Table 2: Back-Testing Mean Absolute Percentage Error (MAPE) of Models

Model

Headline inflation

Core inflation

Food inflation

1-month ahead forecast

LASSO 76.5 79.8 317.9
ElasticNet 77.5 81.5 317.0
RandomForest 107.7 64.1 333.6
XGBoost 93.5 46.4 256.6
AR 103.2 51.6 420.1
RandomWalk 52.9 24.6 226.2
3-months ahead forecast

LASSO 221.6 172.9 624.1
ElasticNet 229.9 175.6 656.3
RandomForest 110.5 71.0 338.7
XGBoost 94.8 57.2 286.7
AR 419.0 233.7 1,323.7
RandomWalk 139.3 92.2 350.7
6-months ahead forecast

LASSO 382.2 392.8 969.1
ElasticNet 380.6 390.7 984.7
RandomForest 1134 63.9 493.6
XGBoost 111.1 55.0 385.7
AR 1,132.7 1,147.5 1,500.2
RandomWalk 285.5 284.8 511.1
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